Improving Business Continuity
through Virtualization
The AMD/Dell/Microsoft Advantage in Failover and
Disaster Recovery

INTRODUCTION
Business continuity, including disaster recovery, is one of the great conundrums of the IT world. Traditionally, it’s
been expensive and difficult to do well. You don’t actually know how much you need it until you need it. Testing
was not always reliable, so you often didn’t really know if your plans were going to work until you were faced with
an actual disaster. As a result, most organizations focused their serious business continuity efforts on systems
that were deemed critical. Today, with the advent of enterprise-grade cloud infrastructure, it is possible to rethink
the entire business continuity equation. Virtual infrastructure can reduce the cost and complexity of providing
sound business continuity options. Suddenly, it becomes possible to offer the same kind of rapid recovery time
objectives (RTO) that were once reserved for only the most critical systems to a wide range of secondary systems.
This paper will explore the ways that virtualization can improve business continuity, with a particular focus on the
solutions provided by the AMD/ Dell/Microsoft Server Platform. The three technologies combine to effect a virtual
environment with distinctive performance and cost characteristics for business continuity.
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BUSINESS CONTINUITY – A BRIEF OVERVIEW
There’s a joke that goes like this: What’s the only
thing worse than a sub-standard system? Answer:
A sub-standard system that’s not available… If you
manage IT, you are, at some basic level, in the system
availability business. When computing capacity that is
your responsibility fails to do its job, you’re in trouble.
As a result, many IT managers spend a significant
portion of their time focused on business continuity.

Business Continuity Defined
Business continuity refers to a collection
of policies, practices and tools aimed at
providing the highest possible level of
system availability for business critical IT
assets. Formal standards, such as the British
Standards Institution’s BS 25999 Specification
for Business Continuity, guide many business
continuity efforts. In general. though, business
continuity is comprised of the activities
performed by an organization to ensure
critical business functions will be available
to customers, suppliers, regulators, and
other entities that must have access to those
functions.

Business continuity refers to a collection of policies,
practices and tools aimed at providing the highest
possible level of system availability for business
critical IT assets. Broadly falling under the discipline
of information security, business continuity typically
employs a risk management approach to determine
how to sustain business operations during an outage
or an outright disaster, such as an earthquake or other
natural catastrophes.
Business continuity is based on some fundamental
economic principles:

▪▪ The risks associated with high business impact need the greatest attention – If your e-commerce

website goes down the Friday after Thanksgiving, you’re in hot water no matter how quickly you can get it
back. Every minute that site is down, you’re potentially losing customers, revenue and reputation.

▪▪ The most critical systems need the fastest recovery time objective (RTO) – It makes sense that a good

business continuity plan should mandate specific RTOs for systems deemed critical to the business. RTOs
vary with your business. If you are a manufacturer, a thirty-minute RTO for an ERP system might be adequate.
If you’re a stock trader, a 10-second trading system RTO is absolutely unacceptable.

▪▪ Resource limitations preclude providing the same level of continuity for all systems – Business

continuity tends to be expensive. Historically, as a result, it was practically impossible to ensure the same level
of continuity for all systems.

These fundamental rules are based on financial realities. If you wanted a system to fail over to a second instance,
you had to build that failover machine and run it in parallel. This was a costly proposition, so the IT profession
settled on different levels of failover. You could have a failover instance running next to your original machine. Or,
if you were concerned about a disaster, you could create a duplicate of the original system in a separate location.
Your disaster recovery site could be a “mirror,” meaning that it was running perfectly in unison with the original.
This formula, which is often popular with banks and other super critical customers, enables virtually instantaneous
shifting of computing from one data center to another that might be hundreds of miles away. Of course, mirrors are
expected to be the most expensive way to ensure business continuity.
Alternatively, you traditionally had disaster sites that were either “hot,” “warm” or “cold.” A hot site runs an identical
twin of your original system, though usually not completely in parallel. Switching capacity to a hot site is relatively
quick. A warm site contains the equipment you need, switched on and running. A cold site has the equipment on the
shelf, available for setup. RTOs get longer as the “temperature” goes down.
SYSTEM

BUSINESS IMPACT
OF FAILURE

LIKELIHOOD OF
FAILURE

RISK RATING

COUNTERMEASURE

RTO

ERP

High

Medium

High

Mirror

10 seconds

CRM

Medium

Low

Medium

Failover site

10 Minutes

Email

Low

Low

Low

Warm site

4 Hours

Table 1 – Sample business impact analysis with RTOs. (Note: this example is for illustrative purposes only and is not based on actual system data.)
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Table 1 demonstrates how the economic rules of business continuity are applied using a simplified business
impact analysis chart that correlates the impact of a system failure with the probability of a failure occurring, a
“countermeasure” and the recovery time objective (RTO) for a given system. (The hot/cold site approach is not to
be confused with the high/medium/low color coding that typically populates these charts. The “temperature” of the
failover site refers to how quickly it can be brought online, while the color on the chart indicates the severity of the
risk level.) In this example, an outage in the ERP system would have a high impact on the business. Given that
the likelihood of failure is “medium” the company decides to create a concurrently running “mirror site” at another
location so that ERP can have an RTO of 10 seconds if the system fails. Systems with less business impact, such as
CRM and email, probably require less costly countermeasures to mitigate the risk of an outage.

HOW VIRTUALIZATION INVERTS THE BUSINESS CONTINUITY EQUATION
Virtualization and cloud computing have not altered the fundamental realities of business continuity. Computing is
still computing. If you want to create a mirror site for a system, you still need to replicate its complete stack, from
application to database and storage. An old technology analogy might help put it in perspective. One-hundred years
ago, one could argue that a car was actually just a very fast horse and buggy. It was, but the car was so much faster
that distances effectively shrank and the entire society changed. So it is with virtualization, which is a revolutionary
version of standard computing. It opens up new possibilities in business continuity. The effort and expense required
to implement business continuity plans can fall radically with virtualization.
To understand the impact of
virtualization and the cloud on
App 1
App 1 Failover
App 3
App 3 Mirror
business continuity, consider
what it has typically taken to
App Server
App Server
App Server
App Server
ensure failover in a conventional
data center. Figure 1 shows two
DB
Storage
DB
Storage
DB
Storage
DB
Storage
systems that are arranged for
failover across two data center
sites. App 1 has its primary and
System
System
System Management Console A
failover instance both in Site I.
Management
Management
Console B
Console B
To arrange failover for App 1,
the site has to have a complete
replica of App 1’s application
Site I
Site II
server, database and storage.
Figure 1 – Conventional approach to arranging failover, on-site and off-site. (Note: this example is for illustrative
App 3, in contrast, is designed to
purposes only and is not based on actual system data.)
failover to a mirror that exists in
Site II. In this case, the system
has to be replicated, including its own special system management console, in a second location. This is the previrtualization state of the art, and it’s potentially expensive.
Virtualization and the cloud change the failover game. By making it comparatively simple and economical to spin up
identical machines in multiple datacenters—without having to acquire and stand up equipment—you can accelerate
RTOs at every level. What might have been an expensive mirror site can now be a straightforward second virtual
instance of a system (including all the complicated database connections, and so forth). The system that previously
only merited a warm site backup, or nothing at all, can have a failover VM instance and a lightning fast RTO.
Figure 2 illustrates how the transformation of business continuity occurs. In contrast to the replication of
standalone systems depicted in Figure 1, with virtualization it is possible to create multiple VM instances of
failovers. With common database and storage (DBaasS and Storage-as-a-service), the effort required to provision
unique database and storage configurations for multiple systems is likely to be greatly reduced. Spinning up
failover instances in remote locations should also be made much easier, assuming the ability of a single system
management console to control all the primary and failover instances.
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App 1 VMs

App 1 Failover VMs

App 3 VMs

App 3 Mirror VMs

Hypervisors

Private Cloud
Database as
service (DBaaS)

Hypervisors

Private Cloud
Storage Area
Network (SAN)

Private Cloud
Database as
service (DBaaS)

Private Cloud
Storage Area
Network (SAN)

System Management Console

System Management Console

Site I

Site II

Figure 2 – the transformation of business continuity through virtualization. In contrast to replicating standalone systems for failover, virtualization makes it possible to
provision failover systems easily using VMs, database as a service (DbaaS) and storage as a service. (Note: this example is for illustrative purposes only and is not based
on actual system data.)

The business continuity cost reductions inherent in virtualization and the cloud enable organizations to provide
faster failover for systems with lower risks than they could cover previously. Figure 3 describes two mutually
reinforcing views of this economic shift in risk management. In the pre-virtualization world, costly failover
arrangements could likely only be justified in high impact, high probability situations. Now, it is possible to mitigate
the risk of failure for systems that have a lower likelihood of an incident as well as those with lower business impact.
Put another way, on the right side of Figure 3, the investment in business continuity is easier to justify for lower
levels of risk.
High

High

Current focus
of business
continuity

Current focus
of business
continuity
LEVEL OF RISK

PROBABILITY OF
OCCURRENCE

Potential focus
of business
continuity with
virtualization

Potential focus
of business
continuity with
virtualization

Traditionally this
level of risk was
ignored.
Virtualization enables
consideration of risk
management.

Low

Traditionally too
costly to mitigate
this level of risk.
Virtualization lowers
the investment
threshold.

Traditionally difficult
to justify high cost
of mitigating this
level of risk.
Virtualization lowers
the investment
threshold.

Low
Low

BUSINESS IMPACT

High

Low

INVESTMENT IN
BUSINESS CONTINUITY

High

Figure 3 – Understanding how virtualization alters the rules business impact/risk mitigation in business continuity by lowering the cost of providing RTOs. (Note: this
example is for illustrative purposes only and is not based on actual organization data.)

An obvious question emerges, however. Why would you want to spend anything on mitigating lower level risks?
The answer is that it can only help to have a broader range of options for business continuity. If you can consider
mitigating failure risk in more systems, you will be delivering a higher degree of business continuity to corporate
leaders. And, it’s likely that some of those secondary risks, the ones that were hard to justify for investment in
expensive failover instances, are actually more critical to the business than you might have figured. For example,
some systems, such as retailer ordering platforms, create customer frustration and damage the brand if they fail,
even if their failure is not catastrophic. There is a clear business case for making such systems more reliable.
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Scheduled maintenance is a related concept. Before virtualization and the cloud, a server invariably had to be taken
offline for maintenance. This downtime was usually scheduled over a weekend, but it was still a hassle for the IT
department and system users. Now, you can spin up a virtual clone of the system and divert traffic to it while you
maintain the original instance. When you’re finished with maintenance, you spin down the clone.

MAKING VIRTUALIZATION WORK FOR BUSINESS CONTINUITY
Improved business continuity through virtualization and the cloud is not an accidental occurrence. In fact, it is
possible to compound existing business continuity challenges and compromise outcomes with a poorly planned
virtualization program. Getting the best—or really, any—business continuity gains from virtualization relies on a
masterful integration of people, process and technology. With respect to the virtualization technology needed for
business continuity, not all solutions present themselves with equal capabilities. The best solutions are ones that
marry optimal virtualization characteristics in the hardware, processor and virtualization software. Several key
success factors emerge as critical:

▪▪ Ability to create failover for complex systems easily – You should have an efficient means of controlling
and executing the process of spinning failover instances up and down as needed.

▪▪ Ability to test business continuity – As you can imagine, you don’t want to find out that your failover plan
is deficient when there is an actual incident. You want a virtualization technology that will enable you to test
failover easily and spot trouble in your business continuity plan before you have an actual problem.

▪▪ Flexibility – Business continuity requirements tend to evolve constantly, as do the circumstances that can

lead to system failures. It’s useful if you can move workloads around and reconfigure failover instances easily
in response to shifting computing conditions.

▪▪ Performance – Inherent in virtualized failover instances is the assumption that failover instances can handle
the workload spikes that occur when computing shifts from a failed system to its backup. The virtual server
platform has to ensure satisfactory performance.

▪▪ Scalability – On a related front, it is essential that you be able to add compute capacity quickly, as required to
support variable levels of load in failover instances.

▪▪ Density/Power/Cost – Using virtualization for business continuity should make financial sense. If you are

adding excessive extra costs to your IT operations budget with virtualized business continuity, you will be
negating the economic logic of the entire process. The best virtualization solutions for business continuity
enable low operating costs with physically dense server infrastructure and reduced power and cooling needs.

BUSINESS CONTINUITY WITH THE AMD/DELL/MICROSOFT SERVER PLATFORM
The server platform offered through the combination of DellTM hardware, AMD Opteron™ processors and Microsoft
Windows Server ® software helps deliver on the key success factors required for business continuity. Each vendor
offers distinctive capabilities. The three technologies work together to give you the performance, flexibility, density
and control you want to make virtualization work effectively for system failover. Dell PowerEdgeTM servers, powered
by AMD Opteron™ processors combine power management, performance, scalability, flexibility and density.
Windows Server 2012 has numerous features—many of them completely new—that enable the virtual machine,
storage and virtual infrastructure management you want to ensure reliable, cost effective business continuity.

Dell™ PowerEdge™ Servers, Powered by AMD Opteron processors
Given the importance of performance, scalability and cost factors in providing business continuity, the Dell
PowerEdge Server line, powered by AMD Opteron processors, gives you unique advantages. For example, a single
rack containing 21 Dell PowerEdge R715 servers, powered by AMD Opteron processors, can run up to 672 virtual
machines (VMs)1. In terms of potential for deploying failover instances with a small (low cost) physical footprint,
this is a huge amount of VM capacity in a single rack. AMD’s high core count gets you up to 64 VMs per 4P server
and 32 VMs per 2P server if you assign 1 core per VM.2 Alternatively, if you need variability in the performance
of failover instances, you can dynamically assign multiple cores per VM. From a pure performance perspective,
you generate up to 29K theoretical GFLOPS with one rack of 21 Dell C6145 servers3. This capability far outstrips
comparable hardware platforms. Similarly, you can run more concurrent tasks and achieve up to 346 GFLOPs with
the AMD Opteron processors.4
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PLATFORM

DESCRIPTION

KEY FEATURES

TARGET WORKLOADS

PowerEdge R815
2U Rack: 2P or 4P

AMD Opteron™ 6200
Series processor

▪▪ Up to 64 cores
▪▪ Up to 1 TB RAM
▪▪ 32 DIMMs
▪▪ 4 memory channels/

▪▪ Database
▪▪ Email and workgroup

CPU

▪▪ Up to 1600 MHz
Memory

PowerEdge R715
2U Rack: 2P

AMD Opteron™ 6200
Series processor

▪▪ Up to 32 Cores
▪▪ 256 GB RAM
▪▪ 16 DIMMs
▪▪ 4 memory channels/

collaboration

▪▪ Virtualization
▪▪ Data warehouse
▪▪ Online Transaction

Processing (OLTP)

▪▪ Batch processing
▪▪ Database
▪▪ Virtualization
▪▪ Infrastructure

CPU

▪▪ Up to 1600 MHz
memory

PowerEdge C6145
2U Rack: two 4P
server nodes

AMD Opteron™ 6200
Series processor

Per Server Node

▪▪ Up to 64 cores
▪▪ 512 GB RAM
▪▪ 32 DIMMs
▪▪ 4 memory channels/

▪▪
▪▪
▪▪

▪▪ Up to 64 cores
▪▪ 512 GB RAM
▪▪ 32 DIMMs
▪▪ 4 memory channels/

▪▪ Virtualization
▪▪ Database
▪▪ Workload consolidation

memory

AMD Opteron™ 6200
Series processor

▪▪

apps for highest
performance)
Video Rendering/
Transcoding
Online Gaming
EDA
Virtualized hosting

▪▪ Up to 1600 MHz

CPU

PowerEdge M915
Full-height blade: 2P
or 4P

▪▪ HPC (multi-threaded

CPU

▪▪ Up to 1600 MHz
memory

Table 2 – Dell PowerEdge Servers featuring AMD Opteron 6200 Series processors.
Source: AMD|Dell Product Portfolio, AMD PID 48263H.

As Table 2 shows, each Dell PowerEdge server featuring AMD Opteron processors is suited to a different type of
computing workload. For disaster recovery, this depth of capabilities helps IT managers design and deploy virtual
infrastructure that will suit the specific business continuity plans of a given organization. Each server has a different
mix of core count, RAM, memory cache, and memory channels. All run with optimal power and cooling based on
their own power management features and the integrated AMD Opteron processor capabilities.
Dell also offers a number of management consoles to help oversee and automate deployments of VMs on Dell
hardware.5 These include the Dell KACE Management Appliances, Dell Management Console (DMC) with Altiris®
Server Management Suite from Symantec™ and the The Dell OpenManage™ Essentials Console. These tools
are designed to give data center managers a single one-to-many interface through which to manage resources in
multivendor operating system and hypervisor environments. In terms of business continuity, these management
tools alert administrators of potential failures and enable response before a problem gets out of control. Their
ability to manage multiple servers, storage and network systems helps business continuity planners set up failover
instances easily and economically.

AMD Opteron processors: Virtualization in the Silicon
The Dell/AMD server platform drives financially advantageous business continuity by pairing hardware-based
power management and performance with maximum core density and outstanding compute power per processor.
AMD Opteron processors have “virtualizations in the silicon,” making possible the type of virtualization needed for
effective business continuity planning:

▪▪ Hardware assisted virtualization – AMD Opteron processors are designed with features to provide

consistent performance across all types of demanding workloads even when system utilization is at its peak.

▪▪ Transaction processing performance – With AMD Opteron processors, you can tackle highly concurrent

single and multi-threaded cloud workloads and deliver rapid response times with robust compute capacity. You
can boost performance and speed up response times and throughput for applications that need it most. AMD
Turbo CORE helps improve performance by turning unused power headroom into compute power. Turbo Core
can automatically increase clock speed by up to 500MHz6 which can be useful for such virtualization/cloud
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workloads as financial, database, and business intelligence applications. If your work involves highly technical
and specialized cloud applications, such as those for scientific, financial, and engineering, AMD gives you
significant performance improvements. The Flex-FP FMAC units can help improve throughput and increase
computational power, bringing 256-bit floating point processing to mainstream computing. FMA4 instructions
execute in half cycles of competing processors.7
Performance/Watt Improvement per Processor Generation
2011: 900%

2010: 700%

2009: 350%
2008: 250%
2006: 100%

2007: 110%

Figure 4 – AMD Opteron processors have demonstrated gains in performance/watt steadily, with the latest
generation reaching a 900% improvement over the last 5 years.8

▪▪ Predictable performance – AMD Opteron processors help you achieve consistent, predictable performance

and improved throughput with dedicated cores for each virtual machine. Depending on your chosen processor,
you may be able to run more than 16 VMs per CPU, assuming 1 VM per core, which may serve as the
backbone of a super high-density cloud environment with superior application responsiveness. AMD’s Direct
Connect Architecture with HyperTransport™ 3.0 Technology helps increase interconnect speeds to handle
fluctuating workload demands.

▪▪ Scalability – Compared to earlier generations of AMD Opteron processors, today’s AMD Opteron processors
offer 33% more cores and 50% more memory capacity for handling increasing user and data loads.9,10 This
enables you to scale on demand to handle shifting, expanding workloads, as found in high volume cloud
datacenters and complex, unstructured data types.

▪▪ Workload management – AMD-V™ and AMD-Vi technologies reduce the overhead of virtualization software
and improve performance for I/O intensive workloads for near-native application performance.

▪▪ Memory management – AMD Opteron™ processors support up to 12 DIMMs and 384 GB memory per

CPU. This gives you more resources for memory-intensive workloads and opens up more throughput and
scaling possibilities. Support for LR-DIMM provides more capacity per DIMM and increased bandwidth.
AMD Opteron processors also can support DDR3-1600, DDR3-1866 for improved overall systems
performance.11

▪▪ Network/processor connections – HyperTransport Technology Assist helps increase coherent memory

bandwidth by reducing cache probe traffic between cores. Less probe traffic can translate into better
performance for cache-sensitive applications such as database, virtualization, and compute-intensive
applications. AMD Opteron processor-based cloud server platforms can provide tremendous I/O connectivity
to the latest 10 gigabit Ethernet (10 GbE), Infiband, FCoE, and SAS interfaces, resulting in improved I/O
performance and datacenter simplification.12

▪▪ Server density – AMD offers the world’s only 16-core x86 processor, up to 160% more cores than competing
products.13 This means you could get more compute capacity in the same physical footprint while minimizing
contention for compute resources. Having a higher core density often means you will have more flexibility and
the ability to run more VMs, thereby making your systems more efficient and achieving better server utilization
and higher ROI per rack.
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▪▪ Maintainability – AMD Opteron processors are designed to work with system management solutions, such as
the Microsoft vCenter, for economical maintenance and “lights out” remote management.

▪▪ Security – AMD’s AES–NI instructions can provide a performance boost and improved security and data
protection for high volume encryption and decryption activities.

▪▪ Cooling and energy – Traditionally, you have faced a tradeoff between having more cores to handle

spikes in load and power efficiency. That is no longer the case. Under normal operating conditions many
of the AMD-P technologies help keep processor power consumption down when not all of the processor
logic is in use by a given workload. Real world workloads likely do not exercise all of the processor logic at
once, which typically keeps AMD Opteron processors from exceeding their thermal design guidance. With
AMD Opteron processors, however, you can have the capacity you need along with a major improvement in
performance per watt and overall power usage.

Microsoft Windows Server 2012
Virtual environments built with Microsoft Windows Server 2012 can take advantage of myriad capabilities designed
for effective virtualization and business continuity. This latest edition of Microsoft’s popular, respected server
platform has been redesigned as a cloud operating system. In terms of business continuity, Windows Server 2012
has been (re)designed to help protect data and provide maximum availability at every layer of the server stack.
Windows Application Servers or File Servers
Physical or
virtualized
deployments
Integrated
with other
Windows 8
capabilities
Windows
Virtualized
Storage

File Server
Administration Console

Hyper-V

SMB Multichannel

Failover Clustering

NTFS

SMB Direct

Cluster Shared
Volumes

NFS

Windows Storage Mgmt.

Storage
Spaces

Storage Pool

Storage
Spaces

Storage Pool

Storage
Spaces

Storage Pool

(Shared) SAS or SATA
Physical
Storage
Figure 5 – The Windows Server 2012 stack, showing business continuity and failover at multiple layers.14

Figure 5 shows failover and business continuity operating on multiple layers of a virtual environment with Windows
Server 2012. VMs are supported with failover clustering as other protections at the storage, I/O, and application
layers as well as with the network. There are too many specific failover features to describe in detail in this paper.
Table 3 provides an overview of the major business continuity capabilities of Windows Server 2012 at each layer of
the stack. Some of these will be explored below.
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LAYER

Disk I/O and
File System

Clustering
with File and
Block Access

Networking

Virtual

FEATURE

DESCRIPTION

Storage Spaces

Deploy cost-effective storage for business-critical data that can leverage
advanced Windows Server 2012 RC capabilities to deliver SAN-like performance,
reliability, and scalability features on inexpensive commodity storage.

Resilient File System
(ReFS)

Maximize volume scalability and availability with the new ReFS file system that
was built upon the successes of NTFS along with new capabilities designed to
work in conjunction with Storage Spaces and the latest storage technologies.

NTFS
Enhancements

Deploy large NTFS volumes with the confidence that they are always available
and resilient against downtime caused by potential file corruption.

Cluster Shared
Volume (CSV)

Deploy SMB clusters that present a single namespace from all nodes with active/
active clustering capabilities supporting application, virtualization, or user data
workloads.

SMB Scale Out

Deploy easily managed and highly scalable file server clusters that use the
powerful new capabilities of SMB. Supports up to 64 nodes and an industry best
4,000 virtual machines per cluster.

SMB Transparent
Failover

Take advantage of transparent failover capabilities to keep applications running
through node outages. Supports active/active file shares from multiple nodes of a
cluster taking advantage of Cluster Shared Volumes (CSV) and the powerful new
capabilities of SMB

SQL Server over
SMB

Deploy SQL Server data on flexible high-performance SMB file shares where
administrators can analyze database storage performance and manage large
sequential transfers, such as SQL Server data warehouse, database backup, or
restore operations.

Hyper-V over SMB

Gain flexibility and efficiency by using advanced SMB features to deploy
continuously available high-performance storage for Hyper-V.

iSCSI Target
Transparent Failover

Enable storage sharing at block level using industrial standard protocol—iSCSI.
Take advantage of transparent failover capabilities to keep applications running
through node outages.

VSS for Remote
SMBB File Shares

Leverage proven Volume Shadow Copy Service (VSS) to offload snapshot and
backup operations to remote storage from VSS hardware providers within Hyper-V
virtual machines.

SMB Multichannel

Enable automatic aggregation of network bandwidth and fault tolerance when
multiple paths are available between Windows 8 SMB clients and Windows Server
2012 RC SMB file servers.

LBFO NIC Teaming

Combine network adapters regardless of make or manufacturer into loadbalanced failover teams to improve resiliency against network outages while
improving network bandwidth.

DHCP Failover

Leverage multiple DHCP servers to create resilient DHCP services whether they
manage the same subnet or not and without the need for clustering.

Virtual Fibre
Channel

Give Hyper-V guests direct and unhindered access to Fibre Channel HBAs for
workloads that require it or to extend MPIO capability directly to Hyper-V guests.

Hyper-V Live
Migration

Enable Hyper-V guests to migrate between hosts without any apparent downtime
whether for planned or unplanned outages. Also perform live migrations outside of
Hyper-V clusters.

Hyper-V Live
Storage Migration

Maintain maximized service-level availability even while you move virtual machine
storage between host servers independent of the actual virtual machine.

Hyper-V Replica

Replicate virtual machines between storage systems, clusters, and data centers
in two sites to provide business continuity and disaster recovery, with just a few
clicks.

Table 3 – Summary of business continuity features of Microsoft Windows Server 2012. (SOURCE: Windows Server 2012 Data sheet for Storage and Availability)

AMD White Paper: Improving Business Continuity through Virtualization

9

Failover Clustering
Windows Server 2012 features improved Failover Clustering compared to what was available with Windows Server
2008 R2. This capability is crucial for such a cloud operating system. Windows Server 2008 R2 enabled you to
create clusters of up to 16 nodes.15 For a Hyper-V failover cluster, there could be up to 1,000 virtual machines across
all the nodes in the cluster. Windows Server 2012 gives you up to 64-nodes in the cluster, and up to 4,000 VMs
across the entire cluster.16 And, you can run 1,024 VMs in a single node versus 384 in Windows Server 2008 R2.17
Windows Server 2012 has also simplified the updating of clusters with a new Cluster-Aware Updating (CAU) feature
that automates the cluster updating process. Business continuity often falls apart when there is a need for excessive
administrative resources to be allocated to updating, so this feature reduces this obstacle to updating of business
continuity plans as needed. Hyper-V Failover Clusters come with the following capabilities:

▪▪ Enhanced Virtual Machine Mobility – Enables VM mobility options, supporting Live Migration, Quick
Migration, Storage Migration and Hyper-V Replica.

▪▪ Storage Migration – Move VM storage to a different location while keeping the VM compute component on
the same node in the cluster.

▪▪ Hyper-V Replica – Replicate VMs between source and destination Hyper-V servers. These can be in any

location. VM changes are replicated to a Replica Hyper-V server every five minutes. A failure on the primary
Hyper-V server triggers a VM on the replica Hyper-V server to start. Data loss is limited to whatever has
occurred in the five-minute interval.

▪▪ Intelligent Monitoring of Applications Hosted on Guest VMs – Makes higher availability possible for

workloads running in VMs by monitoring applications running inside VMs. You are able to detect whether
services that are running in the VMs are running correctly. You can set up automatic actions such as restarting
the entire virtual machine or just restarting the service running in the VM.

▪▪ Improved Placement after Failover – Moving VMs can be triggered to execute on a controlled basis after a
failure. Windows Server 2012 intelligently determines the resources (i.e. memory) that are available on each
cluster node before making placements.

▪▪ Prioritized VM Failover – Conform your VM failover to recovery time objectives by setting VM priorities to

control the order in which virtual machines failover or power up. You can give priority to selected critical VMs.

▪▪ Live Migration – Hyper-V Live Migration has been enhanced in Windows Server 2012. It now supports

the use of higher bandwidth network connections (up to 10 GB) and the simultaneous migration of multiple
virtual machines. Live Migration also now enables live migrations outside of failover clusters in certain
circumstances.18

Data Integrity Measures
Windows Server 2012 contains a range of capabilities aimed at preserving data integrity in the event of a system
failure. Data integrity is an essential part of business continuity. System availability is arguably of secondary
importance if data loss will have a critically negative impact on the business. A new local file system, Resilient File
System (ReFS), can provide maximum data availability in the event of errors that would have historically caused
data loss or downtime. ReFS data integrity measures include:

▪▪ Disk updating – ReFS updates disks for a high level of reliability by mitigating problems that come from power
failures during disk updates. Data is updated with writes to different locations in an “atomic” fashion (i.e. all or
nothing).19

▪▪ Data integrity – ReFS detects disk corruption, including degradation of data on media. File system metadata
is protected. If ReFS is used with a mirrored Storage Space, corruption in metadata and user data can be
automatically repaired using the alternate copy provided by Storage Spaces.19

▪▪ Availability – If corruption cannot be repaired automatically with Storage Spaces, ReFS will remove corrupt
data from the namespace on a live volume.19

▪▪ Scalability – ReFS is designed for extremely large data sets (petabytes and larger) without a diminution of
performance.19
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▪▪ Proactive error identification – ReFS integrates with a data scrubber that periodically scans the volume,

trying to detect latent corruption and, when running on top of a Mirrored Storage Space, automatically repairs
the corrupted data.19

UNDERSTANDING COSTS AND POTENTIAL BUSINESS IMPACTS
Any detailed estimate of cost savings and business impact from virtualization-based business continuity is going to
be dependent on numerous variables that are distinct to each organization. However, it is possible to discuss the
financial effects of virtualization on business continuity that can be applied in many different enterprise contexts.
The following table highlights some factors that should be considered when assessing virtualizations for business
continuity as a purely bottom-line issue:
COST CATEGORY

IMPACT OF VIRTUALIZATION

IT operations costs (OpEx)
The full-time employee (FTE) cost of designing,
deploying, monitoring and maintaining failover instances.
This overhead figure, which can get obscured due to its
fixed nature, is essential for being able to see the true
costs—as well as the savings—involved in a move to
virtualized business continuity.

With VMs and efficient management consoles, the FTE
cost of implementing business continuity should decrease.

Facilities costs – These include the cost of renting/owning
datacenter space.

If high density computing is possible, then VMs should be
able to run on a smaller physical footprint, i.e. fewer racks,
that reduces facilities cost. Business continuity should be
possible at a lower facilities rate per failover instance than
with traditional infrastructure.

Power and cooling costs – The cost of running physical
machines, and cooling them as they run.

Savings from power and cooling arise when failover
instances can take advantages of the power management
capabilities of a dense, multi-core server platform.

Controlling costs of incident response – What it costs
to handle an actual business continuity incident, such as a
major system outage. These costs are particularly relevant,
as they are usually not planned for in budgets and usually
include overtime and external consultant expenses.

Better failover testing and streamlined deployment of VMs
for business continuity can reduce the number of incidents
in the first place. Then, unified management consoles
with remote capabilities can make incident response more
efficient, reducing overtime and the need for external
consultants to recover functionality.

Capital investments (CapEx) – Including hardware,
network infrastructure, data centers, and software licenses.

These costs are not generally affected by virtualization,
though with improved density, the investment required to
create failover instances can be reduced.

Opportunity costs - Understanding the true costs of
system downtime, including lost revenue

By enabling economical continuity for a greater range of
systems, virtualization can help avoid situations where
system outages cause loss of revenue, or even clients due
to inconvenience and reputation damage.

Table 4 – Cost impact of virtualization the main cost factors in business continuity (Note: this example is for illustrative purposes only.)

To illustrate the potential for cost savings in business continuity with virtualization, Table 4 shows a simplified
model of operating expenses. In the “as is” baseline case, the hypothetical company in question can manage 20
conventional failover instances with 2 full time employees overseeing their operation. Virtualization enables just 1
FTE to manage 100 failover instances built on VMs. In terms of facilities and energy costs, high density VMs can
pack 100 virtual failover instances into a single rack, compared to 20 physical machines that were previously able
to fit into a rack. The cost of running the rack stays the same, so there is no actual savings. However, the cost per
failover instance drops significantly and the company is able to mitigate far more system failure risk for the same
operating cost.
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BUSINESS CONTINUITY COST FACTOR

AS IS

WITH VIRTUALIZATION

DELTA

FTE managers per failover instance

0.1

0.01

Systems with failover

20

100

2

1

FTE cost per year

$ 100,000

$ 100,000

Total FTE cost

$ 200,000

$ 100,000

20

100

$ 30,000

$ 30,000

$-

$ 1,500

$ 300

$ 1,200

FTEs required to oversee failover instances

$ 100,000

FACILITIES & ENERGY COSTS
Failover instances per 42U rack
Facilities cost per 42U rack, per year
Facilities cost per failover instance

Table 5 – Simplified model of employee and facilities/energy cost of business continuity comparing status quo with virtualization. (Note: This chart offers hypothetical data
for informational purposes only.)

CONCLUSION
Business continuity is a challenging discipline in IT. Blending risk management and IT operations, business
continuity puts pressure on IT managers to plan for the unpredictable. Fundamental economics, however,
constrained the activity and forced managers to select some systems for fast recovery over others. Virtualization
and cloud computing help IT managers rewrite these rules of business continuity, though, by enabling far less
expensive and complex creation of failover instances. With virtual machines and cloud infrastructure, IT managers
can arrange failover, including mirror sites, rapidly and at less cost. There are multiple approaches to making
virtualization the core of business continuity, of course, but not all options yield the same results. The AMD/Dell/
Microsoft server platform offers business continuity planners an optimal blend of performance, flexibility, system
management functionality and cost containment. The three technologies converge for a virtualization solution that
helps ensure pervasive, cost effective business continuity.
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FOOTNOTES
1

Dell PowerEdge R715 server with two 16-core AMD Opteron™ 6200 Series processors can support up to 32VMs (assuming 1 core per VM). 21
servers fit in a rack x 32 VMs = 672 VMs per rack. HP DL 380 G8 server with two 8-core Intel Xeon E5-2600 Series processors can support up
to 16 VMs (assuming 1 core per VM), based on core counts listed at www.intc.com/pricelist.cfm as of 4/12/12, which equates to 21 servers x 16
VMs = 336 VMs per rack. SVR-156

2

Assumes 1 VM/core, AMD Opteron™ 6200 Series-based server has up to 32 cores in 2P and 64 cores in 4P. An Intel Xeon 5600 Series-based
server has up to 12 cores in 2P and an Intel E7-4800 Series-based server has up to 40 cores in 4P. Intel specs as of November, 2011 at www.
intc.com/pricelist.cfm. SVR-89

3

GFLOPS = # processors x processor clock speed x # cores per processor x # 32-bit operations per second. A two-node 4P 2U Dell C6145
server with eight AMD Opteron™ 6284 SE offers up to 1382 theoretical GFLOPs (8 processors x 2.7GHz x 16 cores per processor x 4). 21 2U
servers per rack x 1382 GFLOPS = 29696 GFLOPS per rack. SVR-170

4

Based on two 2.7 GHz AMD Opteron 6200 Series processors, each with 16 128-bit FPUs each able to handle 4 instructions per cycle or 8 256bit Flex FP units handling 8 instructions per cycle. SVR-29

5

http://content.dell.com/us/en/enterprise/dcsm-dell-consoles

6

AMD Opteron™ 6200 Series processors experience all core boost of up to 500 MHz (P2 base to P1 boost state) and up to 1.3 GHz max turbo
boost (half or fewer cores boost from P2 to P0 boost state). SVR-27

7

FMAC can execute an FMA4 execution (a=b+c*d) in one cycle vs. 2 cycles that would be required for FMA3 or standard SSE floating point
calculation. SVR-41

8

AMD Internal Estimates

9

Comparison of 12-core AMD Opteron™ 6100 Series processors and 16-core AMD Opteron 6200 Series processors. SVR-5

10

AMD Opteron™ 6200 Series supports up to 1.5 TB memory capacity in a four processor configuration using LR DIMMs.
AMD Opteron 6100 Series supports up to 1TB memory capacity in a four processor configuration using RDIMMs SVR-64

11

AMD.com – http://www.amd.com/us/products/server/processors/Pages/model-numbers.aspx

12

AMD 6200 Series Product Brief http://www.amd.com/us/Documents/6000_Series_product_brief.pdf

13

Comparison of 16-core AMD Opteron™ 6200 Series processor with 8-core Intel Xeon E5-2600 Series processor and 10-core Intel Xeon E7
Series processors according to www.intc.com/pricelist.cfm as of 4/12/12. SVR-30

14

Source: High Availability with Windows Server 2012 Release Candidate Datasheet

15

Windows Server 2012 Release Candidate Hyper-V—page 39—http://download.microsoft.com/download/5/D/B/5DB1C7BF-6286-4431-A244438D4605DB1D/WS%202012%20White%20Paper_Hyper-V.pdf

16

http://www.microsoft.com/en-us/server-cloud/windows-server/2012-server-virtualization.aspx

17

Windows Server 2012 Release Candidate Hyper-V—page 39—http://download.microsoft.com/download/5/D/B/5DB1C7BF-6286-4431-A244438D4605DB1D/WS%202012%20White%20Paper_Hyper-V.pdf

18

Windows Server 2012 Data sheet for Storage and Availability http://download.microsoft.com/download/B/9/6/B9658C1E-D402-44C4-AE0C2200A3768934/WS%202012%20Data%20Sheet_Storage%20and%20Availability.pdf

19

Windows Server 2012 Data sheet for Storage and Availability http://download.microsoft.com/download/B/9/6/B9658C1E-D402-44C4-AE0C2200A3768934/WS%202012%20Data%20Sheet_Storage%20and%20Availability.pdf
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